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Abstract

VHDL is a language for describing digital electronic systems, that provides users
with different levels of abstraction. The specification of the functionalities that a
circuit shall perform is given by defining the behavioral model. The similarity with
procedural programming languages suggested to tailor some software analysis tech-
niques to VHDL behavioral description analysis. We present a way to recognize
deadlock condition in VHDL code. In doing this, we adapted the concept of “dead-
lock” to the hardware domain. Beside this, several analyses based on data flow
analysis are presented to highlight useful properties of VHDL behavioral descrip-
tions.

1 Introduction

VHDL is a language for describing digital electronic systems that originates from the US
government’s Very High Speed Integrated Circuits (VHSIC) program. During this pro-
gram, initiated in 1980, the need for a standard language for defining the functionalities
and structure of integrated circuits arose and led to the VHSIC Hardware Description
Language (VHDL) [23]. Later on, VHDL was adopted as a standard by the IEEE [20].

VHDL provides users with different levels of abstraction in circuits design, ranging
from algorithmic (functional) description to logic gate description. Moreover, the results
of the design activity can be simulated before being manufactured: different alternatives
and design correctness are easily evaluated without applying hardware prototyping.

This work considers only the functional specification of a module. Such a description,
using VHDL jargon, is called behavioral description. The behavior of a module is given
in a procedural way very similar to the Ada [1] programming language. Even if it supplies
only a high level view, collecting as much information as possible at this level is very
important for:

e discovering and correcting possible errors, inconsistencies, and incompletenesses,
without affecting the following design phases. In this way, backtracks are mini-



mized, saving resources and avoiding last-minute solutions, that could jeopardize
the efficiency and original functionalities of the model.

o deriving test patterns, that will be used to validate the circuit during gate (or
switch) level testing.

o identifying code fragments, that are known to be critical with respect to synthesis.
The adoption of different guidelines in writing a specification leads to different
circuit realizations. Thus, users can heavily guide subsequent synthesis by adopting
different styles in writing their code.

e predicting the outputs of a synthesis tool, i.e., how a synthesized circuit should
look like. Theoretical results are then compared with actual results, allowing users
to get acquainted with the instrument to better “control” the obtained results.

Many recent works deal with behavioral VHDL description supplying methods to
achieve the benefits listed so far. [2] describes a set of metrics, borrowed from software
engineering, that provide quantitative information on produced models. [25] proposes
a way to automatically derive test patterns from behavioral descriptions. [5] analyzes
behavioral specifications to uncover known topologies that would facilitate the synthesis
of the circuit.

As already pointed out, a behavioral VHDL description is very similar, at least as
far as syntax is concerned, to procedural programming languages like Ada, Pascal and
C. This similarity suggested to try to apply software analysis techniques to investigate
VHDL code. The work describes a method to identify deadlock condition within VHDL
specifications. Hints and ideas have been taken from reachability analysis [24] and sym-
bolic execution [10]. While proposing this technique, we adapted the concept of deadlock
to the hardware domain. Many proposals to uncover deadlock conditions in concurrent
software systems use a case study, known as the dining philosophers problem, to validate
their approach. This is why a VHDL model of the problem has been the starting point
of the work. Besides this, several analyses based on data flow analysis are presented to
highlight useful properties of VHDL behavioral descriptions.

The rest of this paper i1s organized as follows. Section 2 gives a brief description of
the dining philosophers problem and lists some of the well-known techniques to study it,
and more in general, to study concurrent software systems. Section 3 proposes a VHDL
coding of the aforementioned problem, pointing out its usefulness as far as VHDL and
hardware systems are concerned. Moreover it informally figures out an analysis technique
to discover potential deadlocks. Static analysis techniques, all based on some annotations
of the flow graph of the VHDL code under analysis, are described in Section 4. Finally,
Section 5 draws some conclusions and suggests new possible applications of software
methodologies to VHDL code analysis.

2 The Problem

In 1965, Dijkstra [9] proposed and solved a synchronization problem called the Dining
Philosophers problem. Since that time, this problem became a key example to reason on
multi-process synchronization.



Figure 1: Lunch time in the philosophy department

Dijkstra’s proposal can be stated as follows. Five philosophers are seated around a
table as shown in Figure 1.

Between each philosopher there is a single fork. The life of a philosopher consists of
periods of eating and thinking. When a philosopher gets hungry, he tries to get his left
and right fork, one at a time, in either order. If successful in acquiring the two forks, he
eats for a while, then puts down the forks and goes on thinking. A problem can arise
if each philosopher simultaneously grabs his left (right) fork and then waits for his right
(left) fork. Since right (left) forks are not available, all philosophers starve and a deadlock
occurs. The Ada program of Figure 2, taken from [34], is written for five philosophers,
but the problem can be easily generalized by considering N philosophers around a table.
The obvious constraint is NV > 2.

An obvious solution to this problem could be that a philosopher gets a fork, and
then he tries to get the second one. If he does not succeed he puts the held fork on the
table, waits for a while and then tries again. If all the philosophers start getting the
first fork simultaneously and wait for the same time interval, there is no deadlock, but
each philosopher goes on trying without succeeding. Even if time intervals are chosen
arbitrarily, in the worst case, the aforementioned situation can happen again. An actual
solution changes the policy used by the philosophers to acquire the two forks: they are
taken together. In this case, a philosopher can eat only when his two neighbors are
thinking and the maximum parallelism is achieved around the table. Two philosophers
can always eat, while the other three are forced to think. Another solution changes the
problem a little bit and adds in the dining room a butler, a controller, that regulates the
accesses to the table. Given N philosophers, only N — 1 can be seated around the table.
Since there are N forks, even using the original strategy, at least one philosopher could
eat. He would be able to get both his left and his right fork.

2.1 Analysis Techniques

Dining philosophers, and more in general concurrent software systems have been stud-
ied by many researchers using very different techniques. Proposals range from formal
verification to static analysis, and symbolic execution. Each technique provides valuable
results and offers different contributions to system reliability. Anyway, the aim of this
section 1s not to provide readers with a detailed and formal explanation of the most
significant results in the field, that would be out of the scope of this paper. The idea



procedure DINING_PHILOSOPHERS is

NUMBER_OF_SEATS: constant := 5;
type SEAT_ASSIGNMENT is range 1 .. NUMBER_OF_SEATS;

task type FORK is
entry UP;
entry DOWN;
end FORK;

FORKS: array(SEAT_ASSIGHNMENT) of FORK;

task body FORK is
begin
loop
accept UP;
accept DOWN;
end loop;
end FORK;

generic

N: in SEAT_ASSIGNMENT;
package PHILOSOPHER is
end PHILOSOPHER;

package body PHILOSOPHER is
EAT, THINK: constant := 10.0;

task P;
task body P is
begin
loop
FORKS (W) .UP;
FORKS (N mod NUMBER_OF_SEATS + 1).UP;
delay EAT;
FORKS (N) .DOWN ;
FORKS (N mod NUMBER_OF_SEATS + 1) .DOWN;
delay THINK;
end loop;
end P;
end PHILOSOPHER;
begin
null;
end DINING_PHILOSOPHERS;

Figure 2: Dining Philosophers:

an Ada

model



is to supply just the basic notions to give an idea of the work done and to outline the
origins of the proposals of Section 3.1.

Among the most significant results, we mention reachability analysis and symbolic
execution. Presented works take into account concurrent programs written in languages
like Ada, CSP [14], and several others, where large grain parallel computation units can
be identified, agents communicate via a rendez-vous-style mechanism and some unpre-
dictable scheduling activities are done by a run-time support.

Reachability analysis of programs enumerates states through which a program may
evolve during its execution and then reasons on the actual reachability of these states
during program executions. This technique has been presented using both flowgraph-
based! models [33, 19] and Petri nets [28, 24]. In [33] a task flowgraph represents the
structure of an Ada task. Its nodes, called state-nodes correspond only to the statements
involved in synchronization activities. The other statements are not taken into account.
An Ada program is represented by the set of task flowgraphs corresponding to its tasks.
The execution space 1s described by a concurrency graph. Its nodes, called, concurrency
nodes, correspond to states of executions. Each state comprises a state node, i.e, the
state of a task, for each task flowgraph. Actions in the programs that correspond to state
transitions are represented by edges in the concurrency graph. Those concurrency states,
that have no outgoing edges, highlight situations in which the system enters an infinite
wait, 1.e., there is a deadlock.

An improved model is presented in [19]. Task interaction graphs (TIGs) and task
interaction concurrency graphs were introduced for reducing the size of produced graphs.
A task interaction graph is a flowgraph, whose nodes, called TIG-nodes are all the code
fragments, within the task, that are always executed sequentially. The initial node con-
tains the begin statement and the final nodes contain the end statement. Once again,
an Ada program consists of a set of task interaction graphs corresponding to its tasks.
The execution space of the program is represented by a task interaction concurrency
graph. Its nodes are tuples of TIG-nodes, one for each task interaction graph, and edges
correspond to the possible interactions between tasks. Unfortunately, even if there is
an effective reduction in the size of produced graphs, deadlock detection is not as easy
as in [33]. Additional information must be associated with task interaction graph edges
to determine potential deadlocks. Interested readers can refer to [19] for a complete
explanation.

An Ada program can also be represented by means of Petri nets as proposed, among
the others, in [24] and in [28]. Roughly speaking a Petri net [22] is a bipartite graph,
whose nodes are divided into places and transitions. Tokens mark places and indicate
the current state of the net. Different algorithms can be defined for translating an Ada
program into a Petri net, depending on what is actually translated. A firing rule describes
the effects of an action on the marking of the net. An action can happen, i.e., a transition
is enabled in a marking, if there is at least a token in all the places connected to the
transition ¢ by an arc entering #. When the action happens, i.e., the transition is fired,
a token from the aforementioned places is removed and a new token is added to all the
places connected to the transition ¢ by an arc exiting ¢. The set of markings reachable
from the initial marking by means of a finite number of firings is called reachability graph
of the net. Again, since nodes represent states of program executions, there is a deadlock

1A flowgraph is a graph representation of a code fragment. Nodes represent statements and edges
represents execution flow.



condition each time there 1s a node without outgoing edges. Basically, a program reaches
a state from which it can never exit.

Notice that, in all cases program execution is not required. An appropriate graph-
based representation of the program and of its execution space is scanned to look for
particular configurations.

Main Philosopher(1) Fork(1) Philosopher(2) Fork(2)
beﬁm be;;m
begin Fork(1).UP 1 in Fork(2).UP 7 begin
T —— -
null Fork(2).UP 2 acceptUP 5 Fork(1).UuP 8 accept UP 11
end delay EAT accept DOWN 6 delay EAT accept DOWN 12
Fork(1).DOWN 3 Fork(2.DOWN 9
Fork(2.DOWN 4 Fork(1).DOWN 10
delay THINK delay THINK

Figure 3: Dining Philosophers: task flowgraphs

As the aforementioned methods give almost the same results, let us focus on the
proposal in [33]. Figure 3 and Figure 4 show the task flowgraphs and the concurrency
graph, respectively, for the Ada model of the dining philosophers presented in Section 2.
Notice that, for the sake of simplicity, graphs take into account two philosophers only.
Basically, we use only five flowgraphs, instead of the eleven required by the original
problem.

After having presented static analysis methods, we describe symbolic execution, one of
the well-known techniques for software testing. With respect to static analysis, symbolic
execution preserves information about data values. Thus, it allows the identification of
all those problems that arise due to particular data values, e.g., unfeasible execution
paths.

During symbolic execution, symbols are used as values for the variables, i.e., a (pos-
sible infinite) set of values is taken into account instead of a known constant value. Each
statement is evaluated by algebraically manipulating symbolic values defined so far and
imposed constraints are recorded. For instance, the computation of an if statement
depends on the associated predicate P. P can be directly implied by the constraints
already imposed, or can require additional limitations to become either true or false.
Hence, either an execution path, if the end of the program is reached, or a possible
problem is identified.

The symbolic execution method described above is suitable for sequential programs,
but does not cope with the different interleavings of events that belong to concurrent
applications. Extensions have been proposed both based on flowgraphs [37] and on Petri
nets [10]. This last proposal requires the translation of the concurrent system under
analysis into a suitable high-level Petri net. Different interleavings are considered as
different firing sequences starting from the same initial marking. Therefore, a symbolic
execution 1s fully characterized by a pair: the assumptions done on the variables and a
firing sequence. An unfeasible execution path is highlighted when the conditions to fire



Figure 4: Dining Philosophers: concurrency graph

a transition do not match the conditions already set. If no transition can fire, either the
execution is ended or a deadlock condition 1s entered.

3 A VHDL Model of the Dining Philosophers

Generally speaking, similarities between VHDL and Ada refer to syntactical aspects only.
The dynamic semantics of the two languages is quite different.

In Ada, communication among processes is based on the rendez-vous model. If the
sender is ready before the receiver, the sending process is blocked until the receiver
becomes ready. Similarly, if the receiver is ready first, the receiver is blocked until a
sender becomes ready. Process outputs are available only when computed, after that
they are lost, and a run-time supervisor defines the actual scheduling among processes.

On the contrary, communicationsin VHDL are asynchronous. As to model execution,
during the start-up phase, all processes are executed either till the end or till they need
to wait for some events to occur. After that, processes are executed each time there 1s
a change on the signals they are sensible to. The outputs always remain available, and
there is no run-time supervisor: all the processes are executed in parallel.

In both cases, however, it is meaningful to study whether a modeled system can enter
deadlock situations. Quoting [32], deadlock can be defined formally as follows:

A set of processes is deadlocked if each process in the set is waiting for an
event that only another process in the set can cause.

Because all processes are waiting, none of them will ever cause any events, and all the
processes remain blocked. This definition applies directly to hardware systems. The only
differences, with respect to software systems, are:

e a circuit is either always or never deadlocked. There is no run-time supervisor that
defines the actual scheduling among processes. Interleavings are always the same.
Thus, if a system can enter a deadlock condition, this is not a possibility, but a
certainty.



e An event is a change on a signal. A process can either be suspended waiting for an
event or need an event to change its outputs. In both cases, events are necessary
to allow a circuit to evolve.

e A blocked circuit does not stop working, but it evolves through dummy executions.
This condition is easily detectable by an external observer that goes on seeing
always the same output values.

The first and the third points imply that a VHDL behavioral description, with dead-
locks, should be synthesized by a set of constant values, instead of a real logic circuit.

Now, the problem is how deadlocks can be uncovered in hardware circuits and, even
better, in VHDL behavioral specifications. The aforementioned condition is easily de-
tectable by simulation, but, to the best of our knowledge, not by the analysis of designed
models.

This is the reason why we defined a VHDL model of the dining philosophers problem.
As in the Ada model of Section 2 each resource is modeled by a separate process. Thus,
both philosophers and forks are coded as processes. So doing, we can say that we do
not actually model a fork, but a sort of dispatcher that oversees resource allocation.
This limitation vanishes, at least during behavioral specification, the distinction between
active and passive entities, 1.e., between controllers and controlled objects. The only
distinction 1s that active entities are rendered by processes controlled by an external
clock only, while passive entities depend on signals generated by their controllers.

The code of Figure 5 presents an excerpt of the model we defined. Instead of showing
all the processes, we concentrate only on a process of type “philosopher” and on one of
type “fork”. In fact, both the philosophers and the forks differ among them only for the
indexes that i1dentify used signals and variables.

Looking at the code, it can be noticed that:

e two distinct signals are used to represent the request for acquiring a fork: one for
each adjacent philosopher. This solution has been adopted not to have two pro-
cesses that try to modify the same signal. Condition that is forbidden by construc-
tion when the VHDL code is intended to be synthesized and not only simulated.

e The actual availability of a fork is represented by a boolean signal. Basically, the
resource is controlled by a semaphore.

e All the philosophers are controlled by the same external clock, i.e., they all obey
the same timing. The adoption of more than one clock would have led to not
synthesizable models for commercial logic synthesis tools [31, 21].

e It is supposed that all the philosophers try to start eating at the same time. This
is the easiest choice to have a deadlock. Moreover it does not require the use of
external signals to control the philosophers, i.e., we have a closed system.

As demonstrated in Figure 6, the simulation of the designed model highlighted what
expected: outputs are actually constants in the time domain. On the contrary, the
synthesis, using commercial logic synthesis tools [31, 21] did not produce simple constants,
but an unexpected logical circuit (Figure 7).

Thus, deadlock analysis is also a way to evaluate the effectiveness of the synthesis
obtained. Theoretical results are compared with actual synthesis.



package DINING_PHILOSOPHERS_PACKAGE is

type PHIL_STATUS i

s (STARVE, EAT);

end DINING_PHILOSOPHERS_PACKAGE;

entity DINING_PHILOSOPHERS is
port(clk: in std_ulogic;

P1, P2, P3, P4, P5: o

ut PHIL_STATUS);

end DINING_PHILOSOPHERS;

architecture ARCH of

DINING_PHILOSOPHERS is

type STATE is (SOL, SOR, S1, S2, S3, S4, S5);

signal FORK1, FORK2, FORK3, FORK4, FORK5: boolean := true;
signal FORK1L, FORK1R, FORK2L, FORK2R, FORK3L: boolean := true;
signal FORK3R, FORK4L, FORK4R, FORKSL, FORKSR: boolean := true;
signal STATUS1, STATUS2, STATUS3, STATUS4, STATUS5: state;

begin
PHILOSOPHER1: proc
begin
wait until clk
case STATUS1 is

ess

= ’1’ and clk’event;

when SOL => if (FORK5 = true) then

FORK1IL <= false;

STATUS1 <= SOR;

P1 <= STARVE;
end if;

when SOR => if (FORK1 = true) then

FORK1R <= false;
STATUS1 <= S1;
P1 <= EAT;

end if;
when S1 => STATUS1
when §2 => STATUS1
when 83 => STATUS1
when S4 => STATUS1
when S6 => P1 <= 9§
STATUS1 <= SOL;
FORK1L <= true;
FORK1R <= true;

end case

end process PHILOS

<= §2;
<= 83;
<= $54;
<= §85;
TARVE;

OPHER{ ;

FORK1: process(FORKiR, FORK2L)

begin
if ((FORK1iR = f
FORK1 <= false;
else
FORK1 <= true;
end if;

end process FORK1;

end ARCH;

alse) OR (fork2L = false)) then

Figure 5: Dining Philosophers: a VHDL model
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Figure 6: Dining Philosophers: simulation results

Figure 7: Dining Philosophers: an excerpt of the synthesized circuit
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1 se Analysis Techniques

A first step to detect deadlocks is the analysis of the information that flows among the
processes involved in the communication. To do this, we define the information flow
graph of a VHDL model. An information flow graph is a directed graph, where nodes
represent processes, and edges information flow. There is an edge, labeled with | between
a process and a process ,if reads the variable updated by

A condition that could lead to deadlocks is then the absence of loops in the graph
defined above. Consider the toy examples of Figure 10. In the first case, the stream of
information proceeds from left to right. A process (node) cannot re-compute its outputs
as a consequence of external events. On the contrary, in the second case, information
flows around the loop and so processes can be fed with new inputs and thus produce new
outputs. As to the first case, model evolution could be regulated by internal events only.
Consider, for instance, a process that increments a variable at each execution step. Thus
the presence of internal events invalidates the condition.

A B
Figure 8: Information flow graphs

Even if information flow graphs do not often provide definitive solutions, they are easy
to build and can be regarded as the first step in analyzing a VHDL model. According
to this, we defined the information flow graph (Figure 9) for the philosophers problem
of Section 3. Again, for the sake of simplicity and for analogy with the analysis in
Section 2.1, we consider two philosophers only. In this graph, processes controlled by a
sensitivity list are highlighted by a circle around the node. Moreover signals are divided
into signals that appear into sensitivity lists, depicted by dashed lines, and the others,
represented by solid lines.

It can be immediately noticed that the condition on information flow does not hold:
each process can be fed with new inputs. It is true, however, that the two philosophers
wait for the same two signals.

This fact suggests to extend the analysis by considering the dependencies among
the events necessary to each process. In other words, we define a dependencies graph.
Nodes are the signals that appear in an information flow graph, and edges state eventual
dependencies among signals. An edge between a node and a node means that there
is a change on only if there is a change on . The dependencies graph of philosophers
problem is shown in Figure 10, where nodes are the edges of Figure 9. Tt can be noticed
that, after the start-up phase, there is an event on FOR 1R, if there is an event on
FOR 1. Unfortunately, this relation holds also in the other way around: an event on
FOR 1 requires an event on either FOR, 1R or FOR 1L. The same circularities exist
also among signals FOR 2L, FOR 2R, and FOR 2. This means that the whole system
has entered a circular wait condition, i.e., a deadlock condition.

11
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Figure 9: Dining Philosophers: information flow graph

Figure 10: Dining Philosophers: dependencies graph

FORK1R

FORK2R FORK1L

The previous methods can also suggest partial simplifications in synthesizing a model.
The conditions could hold for a subset of the involved processes. Simplifications would
apply to those processes only, instead of to the whole model.

The use of boolean signals for regulating both the request and the acquisition of a
fork, i.e., the presence of semaphores both in philosopher processes and in fork processes,
imposes a rendez-vous-like communication model. This means we can define how the
model evolves in its execution space, borrowing some ideas from reachability analysis.

Looking at how signals are used and at the information flow graph of Figure 9, we
can define four high-level functions:

a process P probes the variable and sends a request to set
a process P sends a request to reset
a process P sets the variable
a process P resets the variable

The identification of these macro-instructions allows us to extract from the four pro-
cesses, two philosophers and two forks, a representation, shown in Figure 11, that resem-
bles flowgraphs. The graph for a philosopher process, basically, translates the finite state
machine coded by the case statement. In the same way, the graph of a fork represents
the two alternatives offered by the if statement. In both cases the loop is required by
the dynamic semantics of VHDL.

12



PHILOSOPHER1 FORK1

————» set request(FORK 2) 1
Y 4
set request(FORK 1) 2

1

eat set 5 reset 6

reset request(FORK 1) and reset request(FORK2) 3

PHILOSOPHER2 FORK2

————» set request(FORK 1) 7

Y 10

set request(FORK 2) 8

\

eat set 11 reset 12

I

reset request(FORK 1) and reset request(FORK2) 9

Figure 11: Dining Philosophers: graph representations

These four graphs help us in building the execution space of the model. Looking
at Figure 12, the graph is simpler than the one in Section 2.1. The reason is that
the interleavings of Ada tasks is established by the run-time support, and thus all the
possibilities have to be taken into account. On the contrary, VHDL processes execute
and, if possible, change their state all in parallel, and so the number of execution states
decreases. As highly expected, 1t is not possible to leave the state where each philosopher
tries to get the second fork. The dashed line states that the whole system is not blocked,
but it goes on executing in the same state.

24810 ) )

Figure 12: Dining Philosophers: execution space
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.2 An he a le

Let us consider information flow once more. It may happen that, even if there is a loop
in the information flow graph, a deadlock occurs. The reason of this is that a new “real”
execution of a VHDL process is not triggered by the simple availability of a signal, but
it requires a change of the signal value.

A short, but significant example that shows the aforementioned behavior is the model
of a divider taken from [4] and shown in Figure 13. This model enters a deadlock
condition. In fact, d , where B is a given constant, returns the result M the first
time. Then M is assigned to A and, being A M less than B, the result of d does
not change anymore. M becomes constant and process MAIN remains waiting on M.

DIV: process
begin

R <= A B;

M <= A mod B;

wait on A,B;
end process DIV;

MAIN: process

begin
wait on M;
A <= N;

end process MAIN;

Figure 13: Divider: VHDL code

A useful extension to the information flow graph is the addition of predicates that
must be satisfied by exchanged data to trigger processes. The existence of a loop implies
the truth of all the crossed predicates. Roughly speaking, predicates define the conditions
to pass from physical loops to actual execution loops. The improved information flow
graph for the example above is shown in Figure 14. Edges are annotated with the
obvious constraints that new values must be different from the old ones, otherwise no
actual communication would take place.

Al=A

SR

M 1=M’
Figure 14: Divider: information flow graph

Only a small subset of predicates can be statically evaluated. References to the
values of variables imply dynamic evaluation. All the possible values, or at least all the
significant ones, should be tried, leading to an unusable technique even for very small
models, as the example is.

Basically, the information flow graph of Figure 14 clearly summarizes the dynamics of
the model, but the automatic uncovering of the deadlock condition is not as immediate
as it could seem at a first glance.

14



More handy methods are tightly related to what presented in Section 2.1. The first
step consists of deriving a very simple Petri net representation of the VHDL model. The
idea is to have the easiest net to focus on the aspects involved in the communication
among processes, and not to give a general purpose and complete translation as in [7].
The high-level Petri net [11] shown in Figure 15 is obtained by associating two places
with each exchanged signal: one for the current value, and one for the previous value.
Each transition corresponds to a change on a signal and is associated with a predicate
and an action . The predicate determines when a change occurs the action defines what
is done by the process interested in the change and sets the old value of the signal with
the one just used.

A A’
predicate:
M!I=M
action:
A=M % frontOnA
M= M

predicate:
frontOnM Al=A

M’ M

=z
o

Figure 15: Divider: High-level Petri net

Initial marking is a token representing an integer in place A, and two undefined token
in places A’ and M’. Their presence is necessary to enable the two transitions the first
time, but they store no data.

Even this model would not help us if we have to execute it with all the possible values
of A. On the contrary, we can use the experiences of Section 2.1. A first possibility is the
unfolding of the high-level Petri net. In some cases [16], it is proved that high-level nets
are equivalent to conventional nets. Basically, this happens each time high-level features
are used to improve model readability instead of modeling power. The unfolding of the
net 1s necessary since on conventional Petri nets only we are able to apply reachability
analysis and then search the reachability graph for nodes without outgoing edges, 1.e., for
deadlock conditions. Reachability analysis cannot be applied on high-level nets since the
execution space would become too large, and maybe infinite, to be managed.

In this case, we prefer to symbolically execute the net: a deadlock happens when no
transition can fire. Resulting execution is very simple and is shown in Figure 16. The
token in place A does not assume any specific value. It is a general integer in the value
domain of the signal it models. At the beginning only transition FrontOnA is enabled
and then fires. A token containing is produced in place A’ and another token with

is produced in place M. At this time, only the transition FrontOnM can fire and
produces two tokens containing in place A and in place M’. Again transition
FrontOnA fires and produces two token containing in place A’ and place M.
After that, no transition is enabled: FrontOnA because there are no tokens in place A,
while FrontOnM because the associated predicate evaluates false. This brief execution
shows both the initial interval on which the circuit works, and the deadlock condition.

Notice that in high e e etri nets to ens are not anon mous mar ers ut ha e a contents.
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a, undef, undef, empty

amod b, a, amod b, empty

empty, amod b, amod b, amod b

A

Figure 16: Divider: Symbolic execution

ther t tic An 1 ses

After having examined the communication among processes, let us now take into ac-
count the sequential programming language aspects of VHDL. A variety of different
methods have been successfully proposed and applied for analyzing sequential software
programs [17]. This section aims at concentrating on static analysis techniques, that,
even if not as powerful as dynamic analysis, offer valuable results and are easier to apply.

All the techniques presented in the next sections are based on appropriate annota-
tions on the nodes of a graph. As already done in Section 3, VHDL code is translated
into a graph-like representation, called flow graph. A flow graph [13], basically a di-
graph (directed graph), is composed of nodes, that represent program statements , and
edges, that define execution flow. Looking at Figure 17, the following informal rules for
constructing a flow graph can be listed:

e it must contain exactly one entry node which has no incoming arcs
e a sequential statement is represented by a node with a single outgoing edge

e an if statement is represented by a node with two outgoing edges, one for each
execution thread

e a case statement is represented by a node with as many outgoing edges as the
alternatives listed

e the end of a loop is represented by a node with two edges leaving it: one for exiting
the loop, and the other one for going back to the first node of the loop.

e it must contain exactly one terminal node which has no arcs leaving it.

Notice that, for readers familiar with the LEDA tool [18], the representation proposed
here is very similar to the graphs built by the tool.

The obtained graph is then decorated with the information needed for the particular
analysis. Section 4.1 takes into account delays associated with variables . The operations

A statement can e oth asing e actua statement and a who e process in ocation considered as
a macro statement.
A aria eindicates oth an actua aria e and a signa .
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Figure 17: An example of flow graph

performed on each variable are recorded in Section 4.2 to uncover inferred latches. Finally
“transparent” variables, are addressed in Section 4.3.

.1 Ti in s

A first analysis that can be done on the flow graph of a VHDL process concerns the
delays associated with variables, i.e., which is the actual effect of f e statements on
variables propagation.

The analysis can help in studying the problems of correlation in controllability and
observability and synchrony during circuit testing [6]. We can statically decide whether
all the combinations of the possible values are observable on process inputs. Different
delays could actually forbid some combinations.

Before proposing an informal algorithm to evaluate the actual delays, we have to give
the definition of path. A path is a directed path from the entry node to the terminal
node of the flow graph. The presence of loops within a flow graph leads to have, at
least from a theoretical point of view, an infinite set of paths. Fortunately, the problem
can be overcome by exploiting both the peculiarities of VHDL and the specific needs of
the current analysis. To have a specification that could be synthesized, loops must be
upperbounded. The aforementioned assumption would definitively solve the problem.
Moreover, to have a synthesisable specification, delays cannot be put within loops. This
means that, as far as current analysis i1s concerned, loops can be discarded and the graph
becomes a directed acyclic graph (DAG).
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Graph nodes, in which variables are assigned, are annotated with a pair N .
N is the variable name and is the local delay. is 0 1f the variable is not delayed,
i.e., if the statement f e does not follow the assignment. After that, all the paths,
within the modified flow graph, are searched. For each path, delays associated with each
variable are summed, defining new pairs N P . N is still the variable name and
P is the delay on the path. At the end, for each variable, the minimum and maximum
values of P define its delay domain. If the two values are 0, the variable is actually not
delayed.

The analysis of all leaf processes is the precondition to be able to reason on a set of
related processes. In this case, the flow graph contains nodes that are whole processes.
These nodes are not associated with a single pair, but with a set of pairs: the results of
the analysis on the single process. The set comprises a tuple N
for each significant variable. Again, N is the variable name, and are the
minimum and maximum delay evaluated for the variable. After that, the analysis goes
on in almost the same way.

MU : process(IO, I1, I2, I3, A, B)
variable mu val: INTEGER;

begin
mu val := O;
if (A = ’1’) then
mu val := mu val + 1;
end if;

if (B = ’1’) then
mu val := mu val + 2;
end if;

case mu val is

when 0 => <= I0 after 10 ns;
when 1 => <= I1 after 10 ns;
when 2 => <= I2 after 10 ns;
when 3 => <= I3 after 10 ns;
when others => NULL;

end case;

end process MU ;

Figure 18: Timings analysis: VHDL code

Figure 18 presents the VHDL code of a multiplexer, taken from [23]. In this toy
example, it can be noticed at a first glance that output is always deferred of 10 nsecs.
The proposed analysis provides the same information. If we consider annotated nodes
only, 1.e., the ones in which variable is assigned, we identify four paths. In all cases the
corresponding pair is 10 . Hence is always deferred of 10 nsecs.

.2 lici e y le ens

This section sketches a way to find out implicit memory elements based on pattern
searching in regular expressions. The starting point is again the flow graph of a VHDL
process, as defined in Section 4. We are not interested in researching all the paths. For
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Figure 19: Timings analysis: flow graph

each variable, we define a regular expression summing up the significant actions done
on the variable itself. Notice that, in this case, loops in flow graphs are not a problem.
Remembering regular expression theory, they are simply translated by means of leene
stars ().

According to [4], given a VHDL process, a variable requires an implicit memory
element each time:

e it is read before being assigned.

e it is assigned before a i statement.

e it is assigned in a clocked process.

e it is not assigned in all conditional branches.

This means that, as to this analysis, we need to take into account read, write (assign-
ment), and wait operations. These actions correspond toa ,an ,anda |, respectively,
within regular expressions. Thus  means that the variable has been assigned a value
and the value has been subsequently read. () states that, after the i statement
the variable is either read or assigned.

It should be clear now, that looking for implicit memory elements corresponds to
looking for strings within regular expressions. The first two conditions above are easily
translated by strings ra and ew. The third case means looking for @, but it applies to
clocked processes only. Finally, the last rule states that, looking at possible alternatives,
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if one is an assignment, then all the alternatives must be assignments. Hence, the al-
ternatives can be actually reduced to a single possibility. When the condition does not
hold, an implicit memory element is needed.

Consider, as an example, the VHDL code of Figure 20 taken from [5]. Tt models a
Moore machine by defining a process with a sensitivity list. No reset signals are used.
Designer’s experience can infer that a flip-flop for the variable e and one for the
output are needed. These memory elements can uncovered using the method described
so far.

entity state_machine is
port( clk: in std_logic;
in std_logic;
out std_logic);
end state_machine;

architecture arch of state_mi _machine is
type states is (S0, S1);
signal state: states;
begin
process (clk)
begin
if (clk=’1’ and clk’event) then
case state is
when S0 =>
if ( =’1) then
state<=81;
<=717;
else
<=707;
end if;
when 81 =>
if ( =’17) then
state<=50;
<=07;
else
<=717;
end if;
end case;
end if;
end process;
end arch;

Figure 20: Moore machine: VHDL model

Looking at the corresponding flow graph, shown in Figure 21, the regular expression
for the variable eis . It straightfully matches the first condition. More-
over, the expression for the output 1is . Since the example refers to a
clocked process, an implicit memory element is inferred by the third rule.

Due to the nature of the analysis, it must be applied on single processes only. It
would be meaningless trying to extend the analysis in a hierarchical fashion, as proposed
for timings in Section 4.1.
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Figure 21: Moore machine: flow graph

T ans a ency

Strictly speaking, a variable remains transparent to a process if not used within the
process itself. This definition would imply that transparent variables would uncover only
warnings or inconsistencies in a given specification. A more useful definition states that
a transparent variable is a variable that is only read within a process: it does not appear
in arithmetic or logic computations.

If a variable is transparent for a process, it can be used to propagate its test patterns
through the process itself. It goes without saying that being able to statically identify
which variables can be propagated through which processes provides more control on test
patterns and thus is useful in testing hardware circuits.

Once more, let us consider the flow graph. Each node is associated with a set  of
variables. All those variables for which the given definition of transparency does not
hold anymore due to the statement in the node. Moreover, we define another set
(Transparent Variables): it will contain the variables still transparent after each step.

At the beginning, contains all the variables of the process. After that, visiting
each flow graph node, variablesin  are subtracted from . At the end, 1.e. after having
visited all the nodes just once, contains the variables that are actually transparent.

In this case too, we can extend the flow graph to cope with a set of related processes.
Asin Section 4.1, a node corresponds to a whole process. Its set  is simply the difference
between all the variables and the set of the invoked process.

As an example, consider the two fragments of VHDL code of Figure 22 and their
associated flow graphs. In the first case, the set  of each node is empty. The trivial
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MU _PROC: process(A, B, sel) MU _PROC: process(A, B, sel)

begin begin
if (sel=’0’) then if (sel=’0’) then
<=4; <=A+B;
else else
<=B; <=A B;
end if; end if;
end process MU _PROC; end process MU _PROC;

Figure 22: Transparent variables: VHDL code

application of the proposed analysis highlights that both variable and variable are
transparent. On the contrary, in the second case, it can be proved that the two variables
are not transparent. They both are used in arithmetic computations.

Figure 23: Transparent variables: flow graphs

Finally, notice that the technique presented in this section provides a general frame-
work for a given class of analyses. It can be applied each time we are interested in finding
the set of elements for which a given property holds within a given domain. After having
defined the property and having consequently decorated the flow graph, the next steps
are always the same.

onclusions nd uture or

The short review presented so far does not aim at listing all the possible applications of
software validation methodologies to the analysis of VHDL behavioral descriptions. It
is only a first overview that both helped us in thinking about interrelations between the
two domains, and could provide a first basis for further proposals.

The work did not pay too much attention to dynamic analysis methods [15] for
two main reasons. There already exist tools specific to VHDL that supply facilities
for coverage analysis [30, 36, 35]. Moreover, testing of VHDL code usually copes with
fault models [12]. These models are not easy to deal with for not expert users, and
heavily impact on obtained results.
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The techniques in this paper gave encouraging results as to the case studies used to
validate them. In particular, in Section 3 we adapted to VHDL domain the concept
of deadlock and presented a way to discover deadlock conditions within VHDL models.
Future works will try to generalize and formalize the proposals. Moreover, other, and
maybe more significant, case studies will be taken into account to improve our confidence
and to better tailor proposed methods.

As a side effect, the work revealed also the two different finalities of testing a software
program and a VHDL behavioral specification. In the former case, testing is used to
validate produced code, i.e., to try to correct possible errors in the implementation. In
the latter case, testing is not employed to uncover problems, lacks or inconsistencies, but
to generate test patterns which will be used during circuit validation [27, 26]. Basically
testing means producing results for further activities, instead of validating what already
done.

Finally, we want to suggest other possible contributions of software techniques to the
analysis of VHDL code:

e Pattern matching techniques could be used on VHDL code to identify known hard-
ware topologies and to provide guidelines for designers [5]. Considering again flow
graphs as suitable representations of VHDL, the reach theory of graph-grammars [29]
could help us in carrying out this task.

e One of the branches of software testing is mutation analysis [8]. A program is
verified by means of all its mutations. A mutation i1s obtained from the original
program by injecting a syntax mutation that leads to a change in program seman-
tics. It sounds very similar to faults models introduced in VHDL analysis: it could
be tried to define the mutations of a VHDL specification and to study the relations
with fault models.

o Software testing uses coverage criteria [3] to determine how much code is actually
executed given a test case. VHDL testing generates test patterns from behavioral
specification. Putting together the two things, test patterns could be used as test
cases for coverage criteria. It could be studied if there exist some relations between
the results gained from coverage criteria and the completeness of circuit validation.
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