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Hash-based identi�cation of sparse image tampering
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Abstract� In the last decade, the increased possibility to pro-
duce, edit and disseminate multimedia contents has not been ade-
quately balanced by similar advances in protecting these contents
from unauthorized diffusion of forged copies. When the goal is to
detect whether or not a digital content has been tampered with
in order to alter its semantics, the use of multimedia hashes turns
out to be an effective solution to offer proof of legitimacy and to
possibly identify the introduced tampering. We propose an image
hashing algorithm based on compressive sensing principles, which
solves both the authentication and the tampering identi�cation
problems. The original content producer generates a hash using
a small bit budget by quantizing a limited number of random
projections of the authentic image. The content user receives the
(possibly altered) image, and uses the hash to estimate the mean
square error distortion between the original and the received
image. In addition, if the introduced tampering is sparse in some
orthonormal basis or redundant dictionary, an approximation
is given in the pixel domain. We emphasize that the hash is
universal, e.g. the same hash signature can be used to detect and
identify different types of tampering. At the cost of additional
complexity at the decoder, the proposed algorithm is robust to
moderate content-preserving transformations including cropping,
scaling and rotation. In addition, in order to keep the size
of the hash small, hash encoding/decoding takes advantage of
distributed source codes.

Index Terms� Image Hashing, Compressive Sensing, Dis-
tributed Source Coding

EDICS: COM-MMC, COM-DSSC, COM-WSE

I. I NTRODUCTION

With the overwhelming diffusion of multimedia contents in
every-day life, protecting the authenticity and the integrity of
these contents from undesired manipulations has become an
increasingly important research theme. Examples of potential
applications may be found in video-surveillance, where it is
necessary to have guarantees that the captured snapshots are
genuine and have not been tampered with in any way, or
in the case of digital contents transmitted over peer-to-peer
(P2P) networks, where automatic mechanisms to assess the
legitimacy of a copy are desirable. The risks for security are
further exacerbated by the improved possibilities of tampering
with media contents such as photos, an ability that would have
traditionally required many hours of cumbersome work in a
darkroom and that has become now a simple practice using a
computer and some commercial software tools.

In the case of images, different versions of the same �le
might differ from the original because of processing such as
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transcoding or bitstream truncation. Other legitimate content-
preserving alterations of the original picture are also possible,
when the image is enhanced by means of photo editing
tools. These modi�cations include, for instance, moderate
geometrical transformations or slight brightness adjustments.
In other cases, however, one could tamper with part of the
image and possibly affect its semantic content in order to
illegally abuse it, e.g. to manipulate public opinion or to
in�uence the verdict of the jury in a criminal trial. Given these
premises, it is not surprising that a great deal of attention has
been turned to methods able to offer proof of authenticity of
an image and, in the case of detected tampering, to identify
which kind of attack has been carried out. The reasons why
it is generally preferred to identify how the content has been
tampered with are twofold: on one hand, given an estimate of
wherethe content was manipulated one can establish whether
or not the image �le is still meaningful for the �nal user; on
the other hand, in some circumstances it may be possible to
recover the original semantics of the image content.

In this paper we propose a hashing technique based on
compressive sensing principles, which is secure against mali-
cious forgeries and robust w.r.t. legitimate content-preserving
manipulations such as moderate rotations or cropping. The
key tenet of the described technique is that, if the tampering
is sparse enough (or it can be sparsi�ed in some orthonormal
basis or redundant dictionary), it can be localized by solving
a convex optimization problem with constraints imposed by
the transmitted hash. As pointed out later in this section, this
approach enhances the current state of the art in tampering
detection and localization by enabling a higher �exibility in
the forgery reconstruction phase (which can be arbitrarily
empowered at the decoder without requiring any change in
the hash structure). Furthermore, this task is achieved with a
small amount of overhead bits for the hash transmission, which
makes the system particularly attractive for applications like
Digital Rights Management (DRM) over the Internet.

For the sake of clarity, we anticipate here a few examples
of the output produced by the proposed algorithm. Figure 1
shows two different versions of the same image (depicted
in part (a) of the picture): in Figure 1(b), the image has
been re-encoded using JPEG, whereas Figure 1(c) shows an
example of a malicious attack. In both cases, the Peak Signal-
to-Noise ratio (PSNR) with respect to the original is equal
to 31.5dB. The information contained in the hash enables to:
1) estimate the distortion between the image and its original
version; 2) identify the tampering in the pixel domain. Figure
1(d) shows the output of the proposed algorithm when the
bit budget spent for the hash is as small as 0.005 bpp. This
amounts to approximately 330 bytes for the1024� 512 image
in Figure 5. Another example is illustrated in Figure 2. The
difference between the original and the tampered image is
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(a) Original image (b) JPEG compressed image

(c) Tampered image (d) Identi�ed tamper

Fig. 1. Identi�cation of tampering sparse in the pixel domain.

shown in Figure 2(c). In this case, the tampering is not sparse
in the pixel domain, but it is piecewise smooth. Hence, it can
be represented by a sparse set of coef�cients in the wavelet
domain. Figure 2(d) depicts the tampering estimated by the
proposed algorithm, where the hash bit budget has been set
equal to 0.009 bpp. We emphasize the universality of our
hash signature: the content owner produces a hash signature
which only depends on the original image, without making
any speci�c assumption about the actual tampering that may
occur.

In the literature, two main approaches have been used to
solve the problem of tampering identi�cation. One class of
techniques, which we refer to as �blind� approaches, quan-
tify statistical correlations that result from speci�c forms of
digital tampering, without requiring any type of additional
signatures or side information beyond the analyzed content.
These techniques have been popularized by Farid et al. in
their works for detecting digital forgeries in scienti�c images
[1] or photographic composites of people [2], as well as
for exposing digital tampering through specular highlights
on the eyes [3] or chromatic aberrations [4]. Although these
methods have the unquestionable advantage of being able to
be used also for images whose original copy is dif�cult to
obtain or has been de�nitively lost, in practice they have
the inconvenient drawback of requiring speci�c modeling for
each kind of possible attack. Moreover, blind techniques are
strongly suboptimal when the original image is available from
the content producer. In this case, it is often more feasible to
use some compact representation of the original content, in the
form of a signature or watermark, to compare the presumably
corrupted images with the original. Finally, blind approaches
are based on general statistics of tampered images, but there
is no guarantee that a well-faked image will not be judged as
authentic.

A second set of methodologies for tampering detection
postulates the availability of a concise representation of the
original content’s salient features. These techniques can be
further divided intowatermarkingand hash-basedschemes.
Digital watermarking techniques embed information directly
into the media data to ensure both data integrity and au-
thentication. Content-fragile watermarks are generally used

(a) Original image(b) Tampered im-
age

(c) Actual tamper

(d) Identi�ed tam-
per

Fig. 2. Identi�cation of a tamper sparse in the wavelet domain.

for checking the integrity of an image �le: a mark designed
to be robust w.r.t. legitimate, perceptually-irrelevant modi-
�cations (e.g. compression), and at the same time to be
fragile w.r.t. perceptually and semantic signi�cant alterations
is inserted into the original host image. When a new copy
of the media content is examined, possible tampering can
be detected and localized by identifying the damage to the
extracted watermark. Examples of this approach for the case
of image content types are given in [5] and [6]. The authors
of [7] propose an image authentication scheme that is able
to localize tampering, by embedding a watermark in the
wavelet coef�cients of an image. If a tampering occurs, the
system provides information on speci�c frequencies and space
regions of the image that have been modi�ed. The image
watermarking system devised in [8] inserts a fragile watermark
in the least signi�cant bits of the image on a block-based
fashion; when a portion of the image is tampered with, only
the watermark in the corresponding blocks is destroyed, and
the manipulation can be localized. Celik et. al. [9] extend
this method by inserting a watermark in a hierarchical way,
to improve robustness against vector quantization attacks. In
[10], image protection and tampering localization is achieved
by inserting two complementary watermarks in the original
image, through a technique known as �cocktail watermarking�.

In spite of their widespread diffusion as an image protection
tool, watermarking schemes suffer from a series of disad-
vantages: they are not backward compatible with previously
encoded contents (unmarked contents cannot be authenticated
later); the original content is distorted by the watermark;
the bit-rate required to compress a multimedia content might
increase due to the embedded watermark. An alternative to
image watermarking is the use ofmultimedia hashes, where
a signature of the original content is embedded as part of
the header information, or can be provided separately from
the content upon a user’s request. Examples of the use of
content-hashing for media authentication or retrieval are given
in [11][12][13][14]. In a general content-hashing scheme, the
produced signature consists of a compact representation of
some image features � selected to be robust to geometric
distortions, �ltering operations and various content-preserving
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